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2016 ULP-HPC

(Mid-size to Deskside Scaling)

2006 TSUBAME
85TeraFlops, 

> 10,000 CPU, 1.2 MegaWatt, 350 m2

2016
~100TeraFlops, 1.5KiloWatt, 
350cm 2

1000

~100

ULP- HPC
1000 ( x10)
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!ABCLib$  static  select region start

!ABCLib$  parameter (in CacheS, in NB, in NPrc) 

!ABCLib$       select sub region start

!ABCLib$       according estimated

!ABCLib$          (2.0d0*CacheS*NB)/(3.0d0*NPrc)

!ABCLib$     select sub region end

!ABCLib$     select sub region start

!ABCLib$     according estimated

!ABCLib$         (4.0d0*ChcheS*dlog(NB))/(2.0d0*NPrc)

!ABCLib$     select sub region end

!ABCLib$  static select  region  end
1

1 2

ABCLibScript: 
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ULP-HPC 
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/ HPC( )

(Server Consolidation)

DVFS
(Differential Voltage/Frequency 

Scaling)

( )
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2010 ULP-HPC 
Å : 33 (to appear )

ï 26 7

ïIEEE/ACM SupercomputingΩмл

Å 47

ï 22 25
ï{ŀǘƻǎƘƛ aŀǘǎǳƻƪŀΣ άaŀǎǎƛǾŜƭȅ tŀǊŀƭƭŜƭ /ƻƳǇǳǘƛƴƎ ŦƻǊ ǘƘŜ CǳǘǳǊŜΥ /ǳǎǘƻƳ 
ϥCƻǊƳǳƭŀ hƴŜϥ ƻǊ /ƭƻǳŘ ϥtǊƛǳǎϥΚέΣInvited Talk, International 
Supercomputing Conference, Hamburg, Germany, May 31, 2010 

ïTakayuki Aoki.  Large-scale CFD Applications and a Full GPU Implementation 
of a Weather Prediction Code on the TSUBAME Supercomputer, Invited 
Talk,GPU Technology Conference 2010, San Jose, September 2010

Å 65 ( 25 40 )

Å CREST, FP3C, G8



2010 (8 )

Å ,2010 11 Green500 2
the Greenest Production Supercomputer in the World

Å , 2010 11 Top500 4

Å , IEEE Japan Chapter Young Author Award 2010, 201012

Å : Supercomputing 2010 Best Student Paper 
Finalist

ÅTakashi Shimakawabe, Joint International Conference on Supercomputing in 
Nuclear Applications and Monte Carlo 2010(SNA + MC2010) "Student Award" 

2010.10.21

Å 24
CFD 2 2010.12.21

Å 24
CFD 3 2010.12.21

Å , 22
2011.3.2



GPU vs. CPU Performance Parameters

8

Intel Core i7 

Extreme

GeForce GTX 

285

GeForce GTX 

480 Fermi

GPU

Peak Performance [GFlops] 102.4 708*,1063 1300

Number of Processors 4 240 480

Core Clock [MHz] 3200 1476 1400

Memory

Bandwidth[GB/s] 32 159 177

Memory Interface [bit] 64 512 384

Memory Data Clock [MHz] 1333  (DDR3) 2484  (GDDR3) (GDDR5)

Capacity [GB] ----- 2046 1500

Peak Power :  700WPeak Power : ~200W

B/F Bandwidth/Performance 0.312 0.149 0.136



TSUBAME2.0
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GDDR5

150GB/s

IOH

IB QDR 
HCA

40Gbps IB x 2

PCIe 2 x16

8GB/s x n

IB QDR 
HCA

Flash 200 GB

>450 MB/s

GPU

Vector

Scalar 

CPU

Core Dataset

Vector -

Parallel

NVIDIA Tesla M2050 GPU

515GFlops/ 448 CUDA Cores

3GB 150GB/s

~225W

IOH

~200W

~200W
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Arithmetic INTENSITY:  FLOP/Byte

FLOP = number of FP operation for applications
Byte = Byte number of memory access for applications

F = Peak Performance of floating point operation
B = Peak Memory Bandwidth

Ŭ++
=

Byte/BFLOP/F

FLOP
ePerformanc

F
F/BFLOP/Byte

FLOP/Byte

Ŭ++
=
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GPU vs. CPU Performance

708 GFlopsP
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FLOP/Byte = 
F/B

Roofline model: Williams, Patterson 2008 
Communication s of the ACM

GeForce
GTX 285

Core i7
Extreme

x5 - 10
memory
bound

x10
- 20

compute
bound



TSUBAME2.0 2010 11 1

12



~50 compute racks + 6 switch racks
Two Rooms, Total 160m 2

1.4MW (Max, Linpack), 0.48MW (Idle)  



TSUBAME2.0 ULP
ÅGPU 2.4 PF 4
ï1432 nodes, Intel Westmere /Nehalem EX

ï4224 NVIDIA Tesla (Fermi) M2050 GPUs

ï~76,600 total CPU and GPU òcoresó, High Bandwidth

ï Ҝ ( )

Å

ï I/O ( DFB
SSD )

ï

ï ( 18 => 2 é)

ï

ï / (35KW => PUE=1.28 )

Å ULP-CREST
ï GPU

ï

ï ( => )
14





NEC Confidential
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HP Modular Cooling System G2

Ι

Ι
35kW( )

10 !!

Ι

Ι

Ι

Ι95 % 97% 

ΙPUE = 1.28



2010 11 Top500, Green500
TSUBAME2.0

Å 958MFlops/WҜ 2 !!
ïGreenest Production Supercomputer in the 

World !!

Å 1.192PFlops Ҝ 4 !!
ï 10 4 5
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